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today
• regression
• linear	regression
• least	squares
• lasso
• ridge	regression

• decision	trees	&	random	forests
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regression

p-dimensional	feature	vectors	x

1 numerical	target	y

regression
given	x,	predict	&	decide	value	y
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a	note	on	the	inputs	X

the	values	of	variables	Xi can	be…

quantitative	inputs
direct	measurements	of	some	quantity,	e.g.,	price

dummy	variables
codes	for	categorical	variables

transformations	of	other	variables
log,	square	root,	square,	etc…

polynomial	expansion,	e.g.,	X2 =	X1
2,	X3 =	X1

3,	…
variable	interactions,	e.g.,	X3 =	X1X2

same	for	classification	and	other	tasks
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linear	regression

basic	idea
E[Y|X]	=	f(X)	=	linear	function	of	X

4 3. Linear Methods for Regression

3.2 Linear Regression Models and Least Squares

As introduced in Chapter 2, we have a vector of inputs X = (X1, X2, . . . , Xp),
and want to predict a real-valued output Y . The linear regression model
has the form

f(X) = β0 +
p!

j=1

Xjβj . (3.1)

The linear model either assumes that the regression function E(Y |X) is
linear, or that the linear model is a reasonable approximation. Here the
βj ’s are unknown parameters or coefficients, and the variables Xj can come
from different sources:

• quantitative inputs;

• transformations of quantitative inputs, such as log, square-root or
square;

• basis expansions, such as X2 = X2
1 , X3 = X3

1 , leading to a polynomial
representation;

• numeric or “dummy” coding of the levels of qualitative inputs. For
example, if G is a five-level factor input, we might create Xj , j =
1, . . . , 5, such that Xj = I(G = j). Together this group of Xj repre-
sents the effect of G by a set of level-dependent constants, since in"5

j=1 Xjβj , one of the Xjs is one, and the others are zero.

• interactions between variables, for example, X3 = X1 · X2.

No matter the source of the Xj , the model is linear in the parameters.
Typically we have a set of training data (x1, y1) . . . (xN , yN) from which

to estimate the parameters β. Each xi = (xi1, xi2, . . . , xip)T is a vector
of feature measurements for the ith case. The most popular estimation
method is least squares, in which we pick the coefficients β = (β0, β1, . . . , βp)T

to minimize the residual sum of squares

RSS(β) =
N!

i=1

(yi − f(xi))2

=
N!

i=1

#
yi − β0 −

p!

j=1

xijβj

$2
. (3.2)

From a statistical point of view, this criterion is reasonable if the training
observations (xi, yi) represent independent random draws from their popu-
lation. Even if the xi’s were not drawn randomly, the criterion is still valid
if the yi’s are conditionally independent given the inputs xi. Figure 3.1
illustrates the geometry of least-squares fitting in the IRp+1-dimensional
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least	squares

most	popular	linear	regression	method
developed	early	before	computer	age	(~1800)

choose	β0,	β1,	…,	βp to	minimize	the
residual	sum	of	squares	(RSS)
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FIGURE 3.1. Linear least squares fitting with X ∈ IR2. We seek the linear
function of X that minimizes the sum of squared residuals from Y .

space occupied by the pairs (X, Y ). Note that (3.2) makes no assumptions
about the validity of model (3.1); it simply finds the best linear fit to the
data. Least squares fitting is intuitively satisfying no matter how the data
arise; the criterion measures the average lack of fit.

How do we minimize (3.2)? Denote by X the N × (p + 1) matrix with
each row an input vector (with a 1 in the first position), and similarly let
y be the N -vector of outputs in the training set. Then we can write the
residual sum-of-squares as

RSS(β) = (y −Xβ)T (y −Xβ). (3.3)

This is a quadratic function in the p + 1 parameters. Differentiating with
respect to β we obtain

∂RSS
∂β

= −2XT (y −Xβ)

∂2RSS
∂β∂βT

= 2XT X.

(3.4)

Assuming (for the moment) that X has full column rank, and hence XT X
is positive definite, we set the first derivative to zero

XT (y −Xβ) = 0 (3.5)

to obtain the unique solution

β̂ = (XT X)−1XT y. (3.6)

least	squares	training
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How do we minimize (3.2)? Denote by X the N × (p + 1) matrix with
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6 3. Linear Methods for Regression

x1

x2

y

ŷ

FIGURE 3.2. The N-dimensional geometry of least squares regression with two
predictors. The outcome vector y is orthogonally projected onto the hyperplane
spanned by the input vectors x1 and x2. The projection ŷ represents the vector
of the least squares predictions

The predicted values at an input vector x0 are given by f̂(x0) = (1 : x0)T β̂;
the fitted values at the training inputs are

ŷ = Xβ̂ = X(XT X)−1XT y, (3.7)

where ŷi = f̂(xi). The matrix H = X(XT X)−1XT appearing in equation
(3.7) is sometimes called the “hat” matrix because it puts the hat on y.

Figure 3.2 shows a different geometrical representation of the the least
squares estimate, this time in IRN . We denote the column vectors of X by
x0,x1, . . . ,xp, with x0 ≡ 1. For much of what follows, this first column is
treated like any other. These vectors span a subspace of IRN , also referred to
as the column space of X. We minimize RSS(β) = ∥y−Xβ∥2 by choosing
β̂ so that the residual vector y − ŷ is orthogonal to this subspace. This
orthogonality is expressed in (3.5), and the resulting estimate ŷ is hence the
orthogonal projection of y onto this subspace. The hat matrix H computes
the orthogonal projection, and hence it is also known as a projection matrix.

It might happen that the columns of X are not linearly independent, so
that X is not of full rank. This would occur, for example, if two of the
inputs were perfectly correlated, (e.g., x2 = 3x1). Then XT X is singular
and the least squares coefficients β̂ are not uniquely defined. However,
the fitted values ŷ = Xβ̂ are still the projection of y onto the column
space of X; there is just more than one way to express that projection
in terms of the column vectors of X. The non-full-rank case occurs most
often when one or more qualitative inputs are coded in a redundant fashion.
There is usually a natural way to resolve the non-unique representation,
by recoding and/or dropping redundant columns in X. Most regression
software packages detect these redundancies and automatically implement

predicted	values	of	Y

least	squares	parameters

objective	function



least	squares	trained	model
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space occupied by the pairs (X, Y ). Note that (3.2) makes no assumptions
about the validity of model (3.1); it simply finds the best linear fit to the
data. Least squares fitting is intuitively satisfying no matter how the data
arise; the criterion measures the average lack of fit.

How do we minimize (3.2)? Denote by X the N × (p + 1) matrix with
each row an input vector (with a 1 in the first position), and similarly let
y be the N -vector of outputs in the training set. Then we can write the
residual sum-of-squares as

RSS(β) = (y −Xβ)T (y −Xβ). (3.3)

This is a quadratic function in the p + 1 parameters. Differentiating with
respect to β we obtain

∂RSS
∂β

= −2XT (y −Xβ)

∂2RSS
∂β∂βT

= 2XT X.

(3.4)

Assuming (for the moment) that X has full column rank, and hence XT X
is positive definite, we set the first derivative to zero

XT (y −Xβ) = 0 (3.5)

to obtain the unique solution

β̂ = (XT X)−1XT y. (3.6)



problematic	cases
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space occupied by the pairs (X, Y ). Note that (3.2) makes no assumptions
about the validity of model (3.1); it simply finds the best linear fit to the
data. Least squares fitting is intuitively satisfying no matter how the data
arise; the criterion measures the average lack of fit.

How do we minimize (3.2)? Denote by X the N × (p + 1) matrix with
each row an input vector (with a 1 in the first position), and similarly let
y be the N -vector of outputs in the training set. Then we can write the
residual sum-of-squares as

RSS(β) = (y −Xβ)T (y −Xβ). (3.3)

This is a quadratic function in the p + 1 parameters. Differentiating with
respect to β we obtain

∂RSS
∂β

= −2XT (y −Xβ)

∂2RSS
∂β∂βT

= 2XT X.

(3.4)

Assuming (for the moment) that X has full column rank, and hence XT X
is positive definite, we set the first derivative to zero

XT (y −Xβ) = 0 (3.5)

to obtain the unique solution

β̂ = (XT X)−1XT y. (3.6)

XTX	might	be	non-invertible	
(i.e.,	not	have	full	rank)

practically
this	happens	if	the	data	are

(effectively)	fewer	than	the	features
e.g,	n	<	p	or

some	data	points	are	identical	or	
some	features	are	correlated



probabilistic	interpretation
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3.2 Linear Regression Models and Least Squares 7

some strategy for removing them. Rank deficiencies can also occur in signal
and image analysis, where the number of inputs p can exceed the number
of training cases N . In this case, the features are typically reduced by
filtering or else the fitting is controlled by regularization (Section 5.2.3 and
Chapter 16).

Up to now we have made minimal assumptions about the true distribu-
tion of the data. In order to pin down the sampling properties of β̂, we now
assume that the observations yi are uncorrelated and have constant vari-
ance σ2, and that the xi are fixed (non random). The variance–covariance
matrix of the least squares parameter estimates is easily derived from (3.6)
and is given by

Var(β̂) = (XT X)−1σ2. (3.8)

Typically one estimates the variance σ2 by

σ̂2 =
1

N − p− 1

N!

i=1

(yi − ŷi)2.

The N − p − 1 rather than N in the denominator makes σ̂2 an unbiased
estimate of σ2: E(σ̂2) = σ2.

To draw inferences about the parameters and the model, additional as-
sumptions are needed. We now assume that (3.1) is the correct model for
the mean; that is, the conditional expectation of Y is linear in X1, . . . , Xp.
We also assume that the deviations of Y around its expectation are additive
and Gaussian. Hence

Y = E(Y |X1, . . . , Xp) + ε

= β0 +
p!

j=1

Xjβj + ε, (3.9)

where the error ε is a Gaussian random variable with expectation zero and
variance σ2, written ε ∼ N(0, σ2).

Under (3.9), it is easy to show that

β̂ ∼ N(β, (XT X)−1σ2). (3.10)

This is a multivariate normal distribution with mean vector and variance–
covariance matrix as shown. Also

(N − p− 1)σ̂2 ∼ σ2χ2
N−p−1, (3.11)

a chi-squared distribution with N −p−1 degrees of freedom. In addition β̂
and σ̂2 are statistically independent. We use these distributional properties
to form tests of hypothesis and confidence intervals for the parameters βj .
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all	β	and	σ	are	equally	likely

maximum	likelihood	estimates	
for	β:	identical	with	least	squares	solution

for	σ:	RSS	/	n



regularization

so	far,	we	have	assumed	that	all	β	
are	equally	probable	a-priori

there	are	cases	where	we	wish	to	show	preference	to	smaller	β	values

why?

e.g.,	if	we	have	few	data	points
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ridge	regression
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3.4 Shrinkage Methods 23

TABLE 3.3. Estimated coefficients and test error results, for different subset
and shrinkage methods applied to the prostate data. The blank entries correspond
to variables omitted.

Term LS Best Subset Ridge Lasso PCR PLS
Intercept 2.465 2.477 2.452 2.468 2.497 2.452

lcavol 0.680 0.740 0.420 0.533 0.543 0.419
lweight 0.263 0.316 0.238 0.169 0.289 0.344

age −0.141 −0.046 −0.152 −0.026
lbph 0.210 0.162 0.002 0.214 0.220
svi 0.305 0.227 0.094 0.315 0.243
lcp −0.288 0.000 −0.051 0.079

gleason −0.021 0.040 0.232 0.011
pgg45 0.267 0.133 −0.056 0.084

Test Error 0.521 0.492 0.492 0.479 0.449 0.528
Std Error 0.179 0.143 0.165 0.164 0.105 0.152

squares,

β̂ridge = argmin
β

! N"

i=1

#
yi − β0 −

p"

j=1

xijβj

$2 + λ
p"

j=1

β2
j

%
. (3.41)

Here λ ≥ 0 is a complexity parameter that controls the amount of shrink-
age: the larger the value of λ, the greater the amount of shrinkage. The
coefficients are shrunk toward zero (and each other). The idea of penaliz-
ing by the sum-of-squares of the parameters is also used in neural networks,
where it is known as weight decay (Chapter 11).

An equivalent way to write the ridge problem is

β̂ridge = argmin
β

N"

i=1

&
yi − β0 −

p"

j=1

xijβj

'2
,

subject to
p"

j=1

β2
j ≤ t,

(3.42)

which makes explicit the size constraint on the parameters. There is a one-
to-one correspondence between the parameters λ in (3.41) and t in (3.42).
When there are many correlated variables in a linear regression model,
their coefficients can become poorly determined and exhibit high variance.
A wildly large positive coefficient on one variable can be canceled by a
similarly large negative coefficient on its correlated cousin. By imposing a
size constraint on the coefficients, as in (3.42), this problem is alleviated.

The ridge solutions are not equivariant under scaling of the inputs, and
so one normally standardizes the inputs before solving (3.41). In addition,

24 3. Linear Methods for Regression

notice that the intercept β0 has been left out of the penalty term. Penal-
ization of the intercept would make the procedure depend on the origin
chosen for Y ; that is, adding a constant c to each of the targets yi would
not simply result in a shift of the predictions by the same amount c. It
can be shown (Exercise 3.5) that the solution to (3.41) can be separated
into two parts, after reparametrization using centered inputs: each xij gets
replaced by xij − x̄j . We estimate β0 by ȳ = 1

N

!N
1 yi. The remaining co-

efficients get estimated by a ridge regression without intercept, using the
centered xij . Henceforth we assume that this centering has been done, so
that the input matrix X has p (rather than p + 1) columns.

Writing the criterion in (3.41) in matrix form,

RSS(λ) = (y −Xβ)T (y −Xβ) + λβT β, (3.43)

the ridge regression solutions are easily seen to be

β̂ridge = (XT X + λI)−1XT y, (3.44)

where I is the p×p identity matrix. Notice that with the choice of quadratic
penalty βT β, the ridge regression solution is again a linear function of
y. The solution adds a positive constant to the diagonal of XT X before
inversion. This makes the problem nonsingular, even if XT X is not of full
rank, and was the main motivation for ridge regression when it was first
introduced in statistics (Hoerl and Kennard 1970). Traditional descriptions
of ridge regression start with definition (3.44). We choose to motivate it via
(3.41) and (3.42), as these provide insight into how it works.

Figure 3.8 shows the ridge coefficient estimates for the prostate can-
cer example, plotted as functions of df(λ), the effective degrees of freedom
implied by the penalty λ (defined in (3.50) on page 66). In the case of
orthogonal inputs, the ridge estimates are just a scaled version of the least
squares estimates, that is, β̂ridge = β̂/(1 + λ).

Ridge regression can also be derived as the mean or mode of a poste-
rior distribution, with a suitably chosen prior distribution. In detail, sup-
pose yi ∼ N(β0 + xT

i β, σ2), and the parameters βj are each distributed as
N(0, τ2), independently of one another. Then the (negative) log-posterior
density of β, with τ2 and σ2 assumed known, is equal to the expression
in curly braces in (3.41), with λ = σ2/τ2 (Exercise 3.6). Thus the ridge
estimate is the mode of the posterior distribution; since the distribution is
Gaussian, it is also the posterior mean.

The singular value decomposition (SVD) of the centered input matrix X
gives us some additional insight into the nature of ridge regression. This de-
composition is extremely useful in the analysis of many statistical methods.
The SVD of the N × p matrix X has the form

X = UDVT . (3.45)
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In Figure 3.7 we have plotted the estimated prediction error versus the
quantity

df(λ) = tr[X(XT X + λI)−1XT ],
= tr(Hλ)

=
p!

j=1

d2
j

d2
j + λ

. (3.50)

This monotone decreasing function of λ is the effective degrees of freedom
of the ridge regression fit. Usually in a linear-regression fit with p variables,
the degrees-of-freedom of the fit is p, the number of free parameters. The
idea is that although all p coefficients in a ridge fit will be non-zero, they
are fit in a restricted fashion controlled by λ. Note that df(λ) = p when
λ = 0 (no regularization) and df(λ) → 0 as λ → ∞. Of course there
is always an additional one degree of freedom for the intercept, which was
removed apriori. This definition is motivated in more detail in Section 3.4.4
and Sections 7.4–7.6. In Figure 3.7 the minimum occurs at df(λ) = 5.0.
Table 3.3 shows that ridge regression reduces the test error of the full least
squares estimates by a small amount.

3.4.2 The Lasso

The lasso is a shrinkage method like ridge, with subtle but important dif-
ferences. The lasso estimate is defined by

β̂lasso = argmin
β

N!

i=1

"
yi − β0 −

p!

j=1

xijβj

#2

subject to
p!

j=1

|βj | ≤ t. (3.51)

Just as in ridge regression, we can re-parametrize the constant β0 by stan-
dardizing the predictors; the solution for β̂0 is ȳ, and thereafter we fit a
model without an intercept (Exercise 3.5). In the signal processing litera-
ture, the lasso is also known as basis pursuit (Chen et al. 1998).

We can also write the lasso problem in the equivalent Lagrangian form

β̂lasso = argmin
β

$ N!

i=1

%
yi − β0 −

p!

j=1

xijβj

&2 + λ
p!

j=1

|βj |
'

. (3.52)

Notice the similarity to the ridge regression problem (3.42) or (3.41): the
L2 ridge penalty

(p
1 β2

j is replaced by the L1 lasso penalty
(p

1 |βj |. This
latter constraint makes the solutions nonlinear in the yi, and there is no
closed form expression as in ridge regression. Computing the lasso solution
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12 9. Additive Models, Trees, and Related Methods
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FIGURE 9.2. Partitions and CART. Top right panel shows a partition of a
two-dimensional feature space by recursive binary splitting, as used in CART,
applied to some fake data. Top left panel shows a general partition that cannot
be obtained from recursive binary splitting. Bottom left panel shows the tree cor-
responding to the partition in the top right panel, and a perspective plot of the
prediction surface appears in the bottom right panel.
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14 9. Additive Models, Trees, and Related Methods

Tree size is a tuning parameter governing the model’s complexity, and the
optimal tree size should be adaptively chosen from the data. One approach
would be to split tree nodes only if the decrease in sum-of-squares due to the
split exceeds some threshold. This strategy is too short-sighted, however,
since a seemingly worthless split might lead to a very good split below it.

The preferred strategy is to grow a large tree T0, stopping the splitting
process only when some minimum node size (say 5) is reached. Then this
large tree is pruned using cost-complexity pruning, which we now describe.

We define a subtree T ⊂ T0 to be any tree that can be obtained by
pruning T0, that is, collapsing any number of its internal (non-terminal)
nodes. We index terminal nodes by m, with node m representing region
Rm. Let |T | denote the number of terminal nodes in T . Letting

Nm = #{xi ∈ Rm},

ĉm =
1

Nm

!

xi∈Rm

yi,

Qm(T ) =
1

Nm

!

xi∈Rm

(yi − ĉm)2,

(9.15)

we define the cost complexity criterion

Cα(T ) =

|T |
!

m=1

NmQm(T ) + α|T |. (9.16)

The idea is to find, for each α, the subtree Tα ⊆ T0 to minimize Cα(T ).
The tuning parameter α ≥ 0 governs the tradeoff between tree size and its
goodness of fit to the data. Large values of α result in smaller trees Tα, and
conversely for smaller values of α. As the notation suggests, with α = 0 the
solution is the full tree T0. We discuss how to adaptively choose α below.

For each α one can show that there is a unique smallest subtree Tα that
minimizes Cα(T ). To find Tα we use weakest link pruning: we successively
collapse the internal node that produces the smallest per-node increase in
"

m NmQm(T ), and continue until we produce the single-node (root) tree.
This gives a (finite) sequence of subtrees, and one can show this sequence
must contain Tα. See Breiman et al. (1984) or Ripley (1996) for details.
Estimation of α is achieved by five- or tenfold cross-validation: we choose
the value α̂ to minimize the cross-validated sum of squares. Our final tree
is Tα̂.

9.2.3 Classification Trees

If the target is a classification outcome taking values 1, 2, . . . , K, the only
changes needed in the tree algorithm pertain to the criteria for splitting
nodes and pruning the tree. For regression we used the squared-error node
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17.2 Definition of Random Forests 603

Algorithm 17.1 Random Forest for Regression or Classification.

1. For b = 1 to B:

(a) Draw a bootstrap sample Z∗ of size N from the training data.

(b) Grow a random-forest tree Tb to the bootstrapped data, by re-
cursively repeating the following steps for each terminal node of
the tree, until the minimum node size nmin is reached.

i. Select m variables at random from the p variables.

ii. Pick the best variable/split-point among the m.

iii. Split the node into two daughter nodes.

2. Output the ensemble of trees {Tb}B
1 .

To make a prediction at a new point x:

Regression: f̂B
rf (x) = 1

B

!B
b=1 Tb(x).

Classification: Let Ĉb(x) be the class prediction of the bth random-forest
tree. Then ĈB

rf (x) = majority vote {Ĉb(x)}B
1 .

Random forests are popular. Leo Breiman’s∗ collaborator Adele Cutler
maintains a random forest website† where the software is freely available,
with more than 3,000 downloads reported by 2002. There is a randomForest
package in R, maintained by Andy Liaw, available from the CRAN website.

The authors make grand claims about the success of random forests:
“most accurate,” “most interpretable,” and the like. In our experience ran-
dom forests do remarkably well, with very little tuning required. A ran-
dom forest classifier achieves 4.88% misclassification error on the spam test
data, which compares well with all other methods, and is not significantly
worse than gradient boosting at 4.5%. Bagging achieves 5.4% which is
significantly worse than either (using the McNemar test outlined in Ex-
ercise 10.6), so it appears on this example the additional randomization
helps.

Figure 17.1 shows the test-error progression on 2500 trees for the three
methods. In this case there is some evidence that gradient boosting has
started to overfit, although 10-fold cross-validation chose all 2500 trees.

Figure 17.2 shows the results of a simulation‡ comparing random forests
to gradient boosting on the nested spheres problem [Equation (10.2) in

∗Sadly, Leo Breiman died in July, 2005.
†http://www.math.usu.edu/∼adele/forests/
‡Details: The random forests were fit using the R package randomForest 4.5-11,

with 500 trees. The gradient boosting models were fit using R package gbm 1.5, with

shrinkage parameter set to 0.05, and 2000 trees.

Random	Forest	Algorithm	for	Regression
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training	and	testing	revisited

previously,	we	suggested	to	use	a	test	dataset
to	estimate	the	performance	of	

different	model	instances	on	unseen	data

suppose	we	want	to	decide	what	value	λ	
we	should	use	for	lasso	(e.g.,	λ	=	0?	0.5?	1?	etc…)
we	want	to	estimate	the	generalization	error	

for	different	λ	and	pick	the	best

when	there	is	not	much	data,	we	want	to
make	the	best	use	of	them	we	can
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cross-validation

when	data	is	scarce…
we	use	cross-validation

split	data	into	K	equal	random	parts
train	a	model	for	a	given	value	of	λ

using	parts	2,3,…,K
measure	test	error	on	part	1
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repeat	by	using	part	2,3,...,K	
to	measure	test	error

average	the	error	of	the	K	models

train train test train train

216 7. Model Assessment and Selection

ValidationTrain

1 2 3 4 5

Train Train Train

For the kth part (third above), we fit the model to the other K −1 parts
of the data, and calculate the prediction error of the fitted model when
predicting the kth part of the data. We do this for k = 1, 2, . . . , K and
combine the K estimates of prediction error.

Here are more details. Let κ : {1, . . . , N} "→ {1, . . . , K} be an indexing
function that indicates the partition to which observation i is allocated by
the randomization. Denote by f̂−k(x) the fitted function, computed with
the kth part of the data removed. Then the cross-validation estimate of
prediction error is

CV(f̂) =
1

N

N!

i=1

L(yi, f̂
−κ(i)(xi)). (7.48)

Typical choices of K are 5 or 10 (see below). The case K = N is known
as leave-one-out cross-validation. In this case κ(i) = i, and for the ith
observation the fit is computed using all the data except the ith.

Given a set of models f(x, α) indexed by a tuning parameter α, denote
by f̂−k(x, α) the αth model fit with the kth part of the data removed. Then
for this set of models we define

CV(f̂ , α) =
1

N

N!

i=1

L(yi, f̂
−κ(i)(xi, α)). (7.49)

The function CV(f̂ , α) provides an estimate of the test error curve, and we
find the tuning parameter α̂ that minimizes it. Our final chosen model is
f(x, α̂), which we then fit to all the data.

It is interesting to wonder about what quantity K-fold cross-validation
estimates. With K = 5 or 10, we might guess that it estimates the ex-
pected error Err, since the training sets in each fold are quite different
from the original training set. On the other hand, if K = N we might
guess that cross-validation estimates the conditional error ErrT . It turns
out that cross-validation only estimates effectively the average error Err,
as discussed in Section 7.12.

What value should we choose for K? With K = N , the cross-validation
estimator is approximately unbiased for the true (expected) prediction er-
ror, but can have high variance because the N “training sets” are so similar
to one another. The computational burden is also considerable, requiring
N applications of the learning method. In certain special problems, this
computation can be done quickly—see Exercises 7.3 and 5.13.
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test	estimate	on	x	
when	part	k	is	
used	for	test
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7.10 Cross-Validation 219

The quantity trace(S) is the effective number of parameters, as defined in
Section 7.6.

GCV can have a computational advantage in some settings, where the
trace of S can be computed more easily than the individual elements Sii.
In smoothing problems, GCV can also alleviate the tendency of cross-
validation to undersmooth. The similarity between GCV and AIC can be
seen from the approximation 1/(1 − x)2 ≈ 1 + 2x (Exercise 7.7).

7.10.2 The Wrong and Right Way to Do Cross-validation

Consider a classification problem with a large number of predictors, as may
arise, for example, in genomic or proteomic applications. A typical strategy
for analysis might be as follows:

1. Screen the predictors: find a subset of “good” predictors that show
fairly strong (univariate) correlation with the class labels

2. Using just this subset of predictors, build a multivariate classifier.

3. Use cross-validation to estimate the unknown tuning parameters and
to estimate the prediction error of the final model.

Is this a correct application of cross-validation? Consider a scenario with
N = 50 samples in two equal-sized classes, and p = 5000 quantitative
predictors (standard Gaussian) that are independent of the class labels.
The true (test) error rate of any classifier is 50%. We carried out the above
recipe, choosing in step (1) the 100 predictors having highest correlation
with the class labels, and then using a 1-nearest neighbor classifier, based
on just these 100 predictors, in step (2). Over 50 simulations from this
setting, the average CV error rate was 3%. This is far lower than the true
error rate of 50%.

What has happened? The problem is that the predictors have an unfair
advantage, as they were chosen in step (1) on the basis of all of the samples.
Leaving samples out after the variables have been selected does not cor-
rectly mimic the application of the classifier to a completely independent
test set, since these predictors “have already seen” the left out samples.

Figure 7.10 (top panel) illustrates the problem. We selected the 100 pre-
dictors having largest correlation with the class labels over all 50 samples.
Then we chose a random set of 10 samples, as we would do in five-fold cross-
validation, and computed the correlations of the pre-selected 100 predictors
with the class labels over just these 10 samples (left panel). We see that
the correlations average about 0.28, rather than 0, as one might expect.

Here is the correct way to carry out cross-validation in this example:

1. Divide the samples into K cross-validation folds (groups) at random.

2. For each fold k = 1, 2, . . . , K
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• we	see	the	data	‘twice’
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Correct	way
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FIGURE 7.10. Cross-validation the wrong and right way: histograms shows the
correlation of class labels, in 10 randomly chosen samples, with the 100 predic-
tors chosen using the incorrect (upper red) and correct (lower green) versions of
cross-validation.

(a) Find a subset of “good” predictors that show fairly strong (uni-
variate) correlation with the class labels, using all of the samples
except those in fold k.

(b) Using just this subset of predictors, build a multivariate classi-
fier, using all of the samples except those in fold k.

(c) Use the classifier to predict the class labels for the samples in
fold k.

The error estimates from step 2(c) are then accumulated over all K folds, to
produce the cross-validation estimate of prediction error. The lower panel
of Figure 7.10 shows the correlations of class labels with the 100 predictors
chosen in step 2(a) of the correct procedure, over the samples in a typical
fold k. We see that they average about zero, as they should.

In general, with a multistep modeling procedure, cross-validation must
be applied to the entire sequence of modeling steps. In particular, samples
must be “left out” before any selection or filtering steps are applied. There
is one qualification: initial unsupervised screening steps can be done be-
fore samples are left out. For example, we could select the 1000 predictors
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