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Data

challenge
manage data

efficient access & processing

opportunity
learn from data

efficient inference & accurate 
predictions

machine learning

two research communities

data management

machine learning for data management systems?
data management for machine learning systems?
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Outline

• Data Management (DM)
• the standardization of Database Management Systems

• ML for DM
• the case for learned indexes (Kraska et.al., SIGMOD 2018)

• Machine Learning (ML)
• ML Systems
• ML pipeline

• DM for ML
• model reuse (Hasani et.al., VLDB 2018)

• Other work
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Data Management

purchases

customer infoproduct info
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productID unit_price category description
A3 300 office desk

A15 12 office lamp

products

customerID productid quantity total_price
ua3425 A15 3 36
ua7767 A3 1 300

purchases

customerID name age city
ua3425 Mikko NULL Helsinki
ua7767 Maija 35 Espoo

customers
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productID unit_price category description
A3 300 office desk

A15 12 office lamp

products

customerID productid quantity total_price
ua3425 A15 3 36
ua7767 A3 1 300

purchases

customerID name age city
ua3425 Mikko NULL Helsinki
ua7767 Maija 35 Espoo

customers

find customers aged 30-40
count products per category

sum of purchases per category

[what are the data?]
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find customers aged 30-40
count products per category

sum of purchases per category

[what are the data?]

efficient access & processing
access specific data items
process large parts of data
combine large parts of data

anticipate requests at different granularity levels

computations become slow
when data do not fit in memory, so…

disk access should be
minimized or parallelized
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indexing structures
(B-tree, hash table)

sorting algorithms
(mergesort)

join algorithms
(sort-merge join, hash-based join)
data synopses for AQP
approximate query processing 

(samples, histograms, wavelets, sketches)

distributed & multiprocessor computation
specialized hardware (e.g., flash disks)

efficient access & processing
access specific data items
process large parts of data
combine large parts of data

anticipate requests at different granularity levels

computations become slow
when data do not fit in memory, so…

disk access should be
minimized or parallelized



Data Management

widely used DBMSs employ
standard data structures and algorithms

to organize and process data

minimal assumptions about data
minimal/no effort to learn optimal configurations from data

(default configurations – DB tuning is a human task)

could we use ML to optimize such data structures & algorithms?
or replace them with ML models?
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Example
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we can use a b-tree

index all integers from 900 to 800,000,000
900 901 902 903 904 905 906 907 … 800M



B-trees
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a decision tree
each node stored in one disk page

at least 50% capacity (except for root)

non-leaf nodes
index entries

used to direct search

leaf nodes
contain data-entries

ordered by key-value

most widely used index in DBMS
search and updates at logFN cost (cost = pages I/O)

F = fanout (num of pointers per index node); N = num of leaf pages
efficient equality and range queries 



Example

index all integers from 900 to 800,000,000
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900 901 902 903 904 905 906 907 … 800M

we can use a b-tree

or… simply access
data_array[lookup_key - 900]
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index all even integers from 900 to 800,000,000
900 902 904 906 908 910 912 914 … 800M

we can use a b-tree
or… simply access

data_array[(lookup_key – 900)/2]

similar for other data patterns

idea: knowing the empirical data distribution 
allows for instance-based optimizations

let’s use ML models?

index all integers from 900 to 800,000,000
900 901 902 903 904 905 906 907 … 800M
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B-tree

key

assumption: data sorted in pages of continuous memory

B-tree maps key to page

B+ tree is already a model
given a key, it predicts the position

of the corresponding entry
with some error 

(typically up to 1 page)
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model

key

model maps key to page

any model: key -> pos
binary search in [pos – errl, pos + errr]
errl, errr are known from training

1PT

,FZ
Figure 2: Indexes as CDFs

later in this paper. Fourth, there is a long history of research
on how closely theoretical CDFs approximate empirical CDFs
that gives a foothold to theoretically understand the benefits
of this approach [28]. We give a high-level theoretical analysis
of how well our approach scales in Appendix A.
2.3 A First, Naïve Learned Index
To better understand the requirements to replace B-Trees
through learned models, we used 200M web-server log records
with the goal of building a secondary index over the times-
tamps using Tensorflow [9]. We trained a two-layer fully-
connected neural network with 32 neurons per layer using
ReLU activation functions; the timestamps are the input fea-
tures and the positions in the sorted array are the labels. After-
wards we measured the look-up time for a randomly selected
key (averaged over several runs disregarding the first numbers)
with Tensorflow and Python as the front-end.

In this setting we achieved ≈ 1250 predictions per second,
i.e., it takes ≈ 80, 000 nano-seconds (ns) to execute the model
with Tensorflow, without the search time (the time to find the
actual record from the predicted position). As a comparison
point, a B-Tree traversal over the same data takes ≈ 300ns and
binary search over the entire data roughly ≈ 900ns . With a
closer look, we find our naïve approach is limited in a few key
ways: (1) Tensorflow was designed to efficiently run larger
models, not small models, and thus, has a significant invocation
overhead, especially with Python as the front-end. (2) B-Trees,
or decision trees in general, are really good in overfitting the
data with a few operations as they recursively divide the space
using simple if-statements. In contrast, other models can be
significantlymore efficient to approximate the general shape of
a CDF, but have problems being accurate at the individual data
instance level. To see this, consider again Figure 2. The figure
demonstrates, that from a top-level view, the CDF function
appears very smooth and regular. However, if one zooms in
to the individual records, more and more irregularities show;
a well known statistical effect. Thus models like neural nets,
polynomial regression, etc. might be more CPU and space
efficient to narrow down the position for an item from the
entire dataset to a region of thousands, but a single neural net
usually requires significantly more space and CPU time for the
“last mile” to reduce the error further down from thousands
to hundreds. (3) B-Trees are extremely cache- and operation-
efficient as they keep the top nodes always in cache and access
other pages if needed. In contrast, standard neural nets require
all weights to compute a prediction, which has a high cost in
the number of multiplications.

3 THE RM-INDEX
In order to overcome the challenges and explore the potential
of models as index replacements or optimizations, we devel-
oped the learning index framework (LIF), recursive-model
indexes (RMI), and standard-error-based search strategies. We
primarily focus on simple, fully-connected neural nets because
of their simplicity and flexibility, but we believe other types
of models may provide additional benefits.

3.1 The Learning Index Framework (LIF)
The LIF can be regarded as an index synthesis system; given
an index specification, LIF generates different index configu-
rations, optimizes them, and tests them automatically. While
LIF can learn simple models on-the-fly (e.g., linear regression
models), it relies on Tensorflow for more complex models
(e.g., NN). However, it never uses Tensorflow at inference.
Rather, given a trained Tensorflow model, LIF automatically
extracts all weights from the model and generates efficient
index structures in C++ based on the model specification. Our
code-generation is particularly designed for small models and
removes all unnecessary overhead and instrumentation that
Tensorflow has to manage the larger models. Here we leverage
ideas from [25], which already showed how to avoid unnec-
essary overhead from the Spark-runtime. As a result, we are
able to execute simple models on the order of 30 nano-seconds.
However, it should be pointed out that LIF is still an experi-
mental framework and is instrumentalized to quickly evaluate
different index configurations (e.g., ML models, page-sizes,
search strategies, etc.), which introduces additional overhead
in form of additional counters, virtual function calls, etc. Also
besides the vectorization done by the compiler, we do not make
use of special SIMD intrinisics. While these inefficiencies do
not matter in our evaluation as we ensure a fair compari-
son by always using our framework, for a production setting
or when comparing the reported performance numbers with
other implementations, these inefficiencies should be taking
into account/be avoided.

3.2 The Recursive Model Index
As outlined in Section 2.3 one of the key challenges of building
alternative learned models to replace B-Trees is the accuracy
for last-mile search. For example, reducing the prediction error
to the order of hundreds from 100M records using a single
model is often difficult. At the same time, reducing the error
to 10k from 100M, e.g., a precision gain of 100 ∗ 100 = 10000 to
replace the first 2 layers of a B-Tree through a model, is much
easier to achieve even with simple models. Similarly, reducing
the error from 10k to 100 is a simpler problem as the model
can focus only on a subset of the data.

Based on that observation and inspired by the mixture of
experts work [62], we propose the recursive regression model
(see Figure 3). That is, we build a hierarchy of models, where
at each stage the model takes the key as an input and based
on it picks another model, until the final stage predicts the
position. More formally, for our model f (x ) where x is the key
and y ∈ [0,N ) the position, we assume at stage ℓ there are
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CDF model

pos-estimate = F(key) x #keys

how about deep learning?

assumption: data sorted in pages of continuous memory
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ABSTRACT
Indexes are models: a B-Tree-Index can be seen as a model to
map a key to the position of a record within a sorted array, a
Hash-Index as a model to map a key to a position of a record
within an unsorted array, and a BitMap-Index as a model to in-
dicate if a data record exists or not. In this exploratory research
paper, we start from this premise and posit that all existing
index structures can be replaced with other types of models, in-
cluding deep-learning models, which we term learned indexes.
We theoretically analyze under which conditions learned in-
dexes outperform traditional index structures and describe the
main challenges in designing learned index structures. Our
initial results show that our learned indexes can have signifi-
cant advantages over traditional indexes. More importantly,
we believe that the idea of replacing core components of a data
management system through learned models has far reaching
implications for future systems designs and that this work
provides just a glimpse of what might be possible.
ACM Reference Format:
TimKraska, Alex Beutel, EdH. Chi, Jeffrey Dean, andNeoklis Polyzotis.
2018. The Case for Learned Index Structures. In SIGMOD’18: 2018
International Conference on Management of Data, June 10–15, 2018,
Houston, TX, USA. , 16 pages. https://doi.org/10.1145/3183713.3196909

1 INTRODUCTION
Whenever efficient data access is needed, index structures
are the answer, and a wide variety of choices exist to address
the different needs of various access patterns. For example,
B-Trees are the best choice for range requests (e.g., retrieve all
records in a certain time frame); Hash-maps are hard to beat
in performance for single key look-ups; and Bloom filters are
typically used to check for record existence. Because of their
importance for database systems and many other applications,
indexes have been extensively tuned over the past decades to
be more memory, cache and/or CPU efficient [11, 29, 36, 59].

Yet, all of those indexes remain general purpose data struc-
tures; they assume nothing about the data distribution and do
not take advantage of more common patterns prevalent in real
world data. For example, if the goal is to build a highly-tuned
system to store and query ranges of fixed-length records over
∗Work done while the author was affiliated with Google.

SIGMOD’18, June 10–15, 2018, Houston, TX, USA
© 2018 Copyright held by the owner/author(s).
ACM ISBN 978-1-4503-4703-7/18/06.
https://doi.org/10.1145/3183713.3196909

a set of continuous integer keys (e.g., the keys 1 to 100M), one
would not use a conventional B-Tree index over the keys since
the key itself can be used as an offset, making it anO(1) rather
than O(logn) operation to look-up any key or the beginning
of a range of keys. Similarly, the index memory size would be
reduced from O(n) to O(1). Maybe surprisingly, similar opti-
mizations are possible for other data patterns. In other words,
knowing the exact data distribution enables highly optimizing
almost any index structure.

Of course, in most real-world use cases the data do not
perfectly follow a known pattern and the engineering effort
to build specialized solutions for every use case is usually too
high. However, we argue that machine learning (ML) opens
up the opportunity to learn a model that reflects the patterns
in the data and thus to enable the automatic synthesis of spe-
cialized index structures, termed learned indexes, with low
engineering cost.

In this paper, we explore the extent to which learnedmodels,
including neural networks, can be used to enhance, or even
replace, traditional index structures from B-Trees to Bloom
filters. This may seem counterintuitive because ML cannot
provide the semantic guarantees we traditionally associate
with these indexes, and because the most powerful ML models,
neural networks, are traditionally thought of as being very
compute expensive. Yet, we argue that none of these apparent
obstacles are as problematic as they might seem. Instead, our
proposal to use learned models has the potential for significant
benefits, especially on the next generation of hardware.

In terms of semantic guarantees, indexes are already to a
large extent learned models making it surprisingly straight-
forward to replace them with other types of ML models. For
example, a B-Tree can be considered as a model which takes a
key as an input and predicts the position of a data record in a
sorted set (the data has to be sorted to enable efficient range
requests). A Bloom filter is a binary classifier, which based on
a key predicts if a key exists in a set or not. Obviously, there
exists subtle but important differences. For example, a Bloom
filter can have false positives but not false negatives. However,
as we will show in this paper, it is possible to address these
differences through novel learning techniques and/or simple
auxiliary data structures.

In terms of performance, we observe that every CPU al-
ready has powerful SIMD capabilities and we speculate that
many laptops and mobile phones will soon have a Graphics
Processing Unit (GPU) or Tensor Processing Unit (TPU). It is
also reasonable to speculate that CPU-SIMD/GPU/TPUs will
be increasingly powerful as it is much easier to scale the re-
stricted set of (parallel) math operations used by neural nets
than a general purpose instruction set. As a result the high
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Trial

data
200 million web-server log records

sorted by timestamp

task
timestamp -> position

models
standard B-tree

2 layer NN, 32 width, ReLU activation

16

results
without search time

B-tree ~300ns
tensorflow ~80,000ns

why? B-trees are
good at overfitting 1-D data

& cache efficient
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Figure 3: Staged models

Mℓ models. We train the model at stage 0, f0(x ) ≈ y. As such,
model k in stage ℓ, denoted by f (k )

ℓ
, is trained with loss:

Lℓ =
!
(x,y )

(f (⌊Mℓ fℓ− 1(x )/N ⌋)
ℓ (x ) − y)2 L0 =

!
(x,y )

(f0(x ) − y)2

Note, we use here the notation of fℓ− 1(x) recursively exe-
cuting fℓ− 1(x ) = f

( ⌊Mℓ− 1fℓ− 2(x )/N ⌋)
ℓ− 1 (x ). In total, we iteratively

train each stage with loss Lℓ to build the complete model.
One way to think about the different models is that each

model makes a prediction with a certain error about the po-
sition for the key and that the prediction is used to select the
next model, which is responsible for a certain area of the key-
space to make a better prediction with a lower error. However,
recursive model indexes do not have to be trees. As shown in
Figure 3 it is possible that different models of one stage pick
the same models at the stage below. Furthermore, each model
does not necessarily cover the same amount of records like
B-Trees do (i.e., a B-Tree with a page-size of 100 covers 100
or less records).4 Finally, depending on the used models the
predictions between the different stages can not necessarily
be interpreted as positions estimates, rather should be consid-
ered as picking an expert which has a better knowledge about
certain keys (see also [62]).

This model architecture has several benefits: (1) It separates
model size and complexity from execution cost. (2) It leverages
the fact that it is easy to learn the overall shape of the data
distribution. (3) It effectively divides the space into smaller sub-
ranges, like a B-Tree, to make it easier to achieve the required
“last mile” accuracy with fewer operations. (4) There is no
search process required in-between the stages. For example,
the output ofModel 1.1 is directly used to pick the model in the
next stage. This not only reduces the number of instructions to
manage the structure, but also allows representing the entire
index as a sparse matrix-multiplication for a TPU/GPU.
3.3 Hybrid Indexes
Another advantage of the recursive model index is, that we
are able to build mixtures of models. For example, whereas on
the top-layer a small ReLU neural net might be the best choice
as they are usually able to learn a wide-range of complex data
distributions, the models at the bottom of the model hierarchy
might be thousands of simple linear regression models as they
are inexpensive in space and execution time. Furthermore, we
4Note, that we currently train stage-wise and not fully end-to-end. End-to-end
training would be even better and remains future work.

can even use traditional B-Trees at the bottom stage if the data
is particularly hard to learn.

For this paper, we focus on 2 types of models, simple neural
nets with zero to two fully-connected hidden layers and ReLU
activation functions and a layer width of up to 32 neurons
and B-Trees (a.k.a. decision trees). Note, that a zero hidden-
layer NN is equivalent to linear regression. Given an index
configuration, which specifies the number of stages and the
number of models per stage as an array of sizes, the end-to-end
training for hybrid indexes is done as shown in Algorithm 1

Algorithm 1: Hybrid End-To-End Training
Input: int threshold, int stages[], NN_complexity
Data: record data[], Model index[][]
Result: trained index

1 M = stages.size;
2 tmp_records[][];
3 tmp_records[1][1] = all_data;
4 for i ← 1 to M do
5 for j ← 1 to staдes[i] do
6 index[i][j] = new NN trained on tmp_records[i][j];
7 if i < M then
8 for r ∈ tmp_records[i][j] do
9 p = index[i][j](r .key) / stages[i + 1];

10 tmp_records[i + 1][p].add(r );
11 for j ← 1 to index [M].size do
12 index[M ][j].calc_err(tmp_records[M ][j]);
13 if index [M][j].max_abs_err > threshold then
14 index[M ][j] = new B-Tree trained on tmp_records[M ][j];
15 return index;

Starting from the entire dataset (line 3), it trains first the top-
node model. Based on the prediction of this top-node model, it
then picks the model from the next stage (lines 9 and 10) and
adds all keys which fall into that model (line 10). Finally, in
the case of hybrid indexes, the index is optimized by replacing
NN models with B-Trees if absolute min-/max-error is above
a predefined threshold (lines 11-14).

Note, that we store the standard and min- and max-error
for every model on the last stage. That has the advantage,
that we can individually restrict the search space based on
the used model for every key. Currently, we tune the various
parameters of the model (i.e., number of stages, hidden layers
per model, etc.) with a simple simple grid-search. However,
many potential optimizations exists to speed up the training
process from ML auto tuning to sampling.

Note, that hybrid indexes allow us to bound theworst
case performance of learned indexes to the performance
of B-Trees. That is, in the case of an extremely difficult to
learn data distribution, all models would be automatically re-
placed by B-Trees, making it virtually an entire B-Tree.
3.4 Search Strategies and Monotonicity
Range indexes usually implement anupper_bound(key) [lower_
bound(key)] interface to find the position of the first keywithin
the sorted array that is equal or higher [lower] than the look-
up key to efficiently support range requests. For learned range
indexes we therefore have to find the first key higher [lower]
from the look-up key based on the prediction. Despite many
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Figure 3: Staged models

Mℓ models. We train the model at stage 0, f0(x ) ≈ y. As such,
model k in stage ℓ, denoted by f (k )

ℓ
, is trained with loss:

Lℓ =
!
(x,y )

(f (⌊Mℓ fℓ− 1(x )/N ⌋)
ℓ (x ) − y)2 L0 =

!
(x,y )

(f0(x ) − y)2

Note, we use here the notation of fℓ− 1(x) recursively exe-
cuting fℓ− 1(x ) = f

( ⌊Mℓ− 1fℓ− 2(x )/N ⌋)
ℓ− 1 (x ). In total, we iteratively

train each stage with loss Lℓ to build the complete model.
One way to think about the different models is that each

model makes a prediction with a certain error about the po-
sition for the key and that the prediction is used to select the
next model, which is responsible for a certain area of the key-
space to make a better prediction with a lower error. However,
recursive model indexes do not have to be trees. As shown in
Figure 3 it is possible that different models of one stage pick
the same models at the stage below. Furthermore, each model
does not necessarily cover the same amount of records like
B-Trees do (i.e., a B-Tree with a page-size of 100 covers 100
or less records).4 Finally, depending on the used models the
predictions between the different stages can not necessarily
be interpreted as positions estimates, rather should be consid-
ered as picking an expert which has a better knowledge about
certain keys (see also [62]).

This model architecture has several benefits: (1) It separates
model size and complexity from execution cost. (2) It leverages
the fact that it is easy to learn the overall shape of the data
distribution. (3) It effectively divides the space into smaller sub-
ranges, like a B-Tree, to make it easier to achieve the required
“last mile” accuracy with fewer operations. (4) There is no
search process required in-between the stages. For example,
the output ofModel 1.1 is directly used to pick the model in the
next stage. This not only reduces the number of instructions to
manage the structure, but also allows representing the entire
index as a sparse matrix-multiplication for a TPU/GPU.
3.3 Hybrid Indexes
Another advantage of the recursive model index is, that we
are able to build mixtures of models. For example, whereas on
the top-layer a small ReLU neural net might be the best choice
as they are usually able to learn a wide-range of complex data
distributions, the models at the bottom of the model hierarchy
might be thousands of simple linear regression models as they
are inexpensive in space and execution time. Furthermore, we
4Note, that we currently train stage-wise and not fully end-to-end. End-to-end
training would be even better and remains future work.

can even use traditional B-Trees at the bottom stage if the data
is particularly hard to learn.

For this paper, we focus on 2 types of models, simple neural
nets with zero to two fully-connected hidden layers and ReLU
activation functions and a layer width of up to 32 neurons
and B-Trees (a.k.a. decision trees). Note, that a zero hidden-
layer NN is equivalent to linear regression. Given an index
configuration, which specifies the number of stages and the
number of models per stage as an array of sizes, the end-to-end
training for hybrid indexes is done as shown in Algorithm 1

Algorithm 1: Hybrid End-To-End Training
Input: int threshold, int stages[], NN_complexity
Data: record data[], Model index[][]
Result: trained index

1 M = stages.size;
2 tmp_records[][];
3 tmp_records[1][1] = all_data;
4 for i ← 1 to M do
5 for j ← 1 to staдes[i] do
6 index[i][j] = new NN trained on tmp_records[i][j];
7 if i < M then
8 for r ∈ tmp_records[i][j] do
9 p = index[i][j](r .key) / stages[i + 1];

10 tmp_records[i + 1][p].add(r );
11 for j ← 1 to index [M].size do
12 index[M ][j].calc_err(tmp_records[M ][j]);
13 if index [M][j].max_abs_err > threshold then
14 index[M ][j] = new B-Tree trained on tmp_records[M ][j];
15 return index;

Starting from the entire dataset (line 3), it trains first the top-
node model. Based on the prediction of this top-node model, it
then picks the model from the next stage (lines 9 and 10) and
adds all keys which fall into that model (line 10). Finally, in
the case of hybrid indexes, the index is optimized by replacing
NN models with B-Trees if absolute min-/max-error is above
a predefined threshold (lines 11-14).

Note, that we store the standard and min- and max-error
for every model on the last stage. That has the advantage,
that we can individually restrict the search space based on
the used model for every key. Currently, we tune the various
parameters of the model (i.e., number of stages, hidden layers
per model, etc.) with a simple simple grid-search. However,
many potential optimizations exists to speed up the training
process from ML auto tuning to sampling.

Note, that hybrid indexes allow us to bound theworst
case performance of learned indexes to the performance
of B-Trees. That is, in the case of an extremely difficult to
learn data distribution, all models would be automatically re-
placed by B-Trees, making it virtually an entire B-Tree.
3.4 Search Strategies and Monotonicity
Range indexes usually implement anupper_bound(key) [lower_
bound(key)] interface to find the position of the first keywithin
the sorted array that is equal or higher [lower] than the look-
up key to efficiently support range requests. For learned range
indexes we therefore have to find the first key higher [lower]
from the look-up key based on the prediction. Despite many
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some leaf-models can be B-trees
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Figure 4: Learned Index vs B-Tree

contains very complex time patterns caused by class sched-
ules, weekends, holidays, lunch-breaks, department events,
semester breaks, etc., which are notoriously hard to learn. For
the maps dataset we indexed the longitude of ≈ 200M user-
maintained features (e.g., roads, museums, coffee shops) across
the world. Unsurprisingly, the longitude of locations is rela-
tively linear and has fewer irregularities than the Weblogs
dataset. Finally, to test how the index works on heavy-tail dis-
tributions, we generated a synthetic dataset of 190M unique
values sampled from a log-normal distribution with µ = 0
and σ = 2. The values are scaled up to be integers up to 1B.
This data is of course highly non-linear, making the CDF more
difficult to learn using neural nets. For all B-Tree experiments
we used 64-bit keys and 64-bit payload/value.

As our baseline, we used a production quality B-Tree imple-
mentation which is similar to the stx::btree but with further
cache-line optimization, dense pages (i.e., fill factor of 100%),
and very competitive performance. To tune the 2-stage learned
indexes we used simple grid-search over neural nets with zero
to two hidden layers and layer-width ranging from 4 to 32
nodes. In general we found that a simple (0 hidden layers) to
semi-complex (2 hidden layers and 8- or 16-wide) models for
the first stage work the best. For the second stage, simple, lin-
ear models, had the best performance. This is not surprising as
for the last mile it is often not worthwhile to execute complex
models, and linear models can be learned optimally.

Learned Index vs B-Tree performance: The main re-
sults are shown in Figure 4. Note, that the page size for B-Trees
indicates the number of keys per page not the size in Bytes,
which is actually larger. As the main metrics we show the size
in MB, the total look-up time in nano-seconds, and the time to
execution the model (either B-Tree traversal or ML model) also
in nano-seconds and as a percentage compared to the total
time in paranthesis. Furthermore, we show the speedup and
space savings compared to a B-Tree with page size of 128 in
parenthesis as part of the size and lookup column. We choose
a page size of 128 as the fixed reference point as it provides
the best lookup performance for B-Trees (note, that it is al-
ways easy to save space at the expense of lookup performance
by simply having no index at all). The color-encoding in the
speedup and size columns indicates howmuch faster or slower
(larger or smaller) the index is against the reference point.

As can be seen, the learned index dominates the B-Tree
index in almost all configurations by being up to 1.5 − 3×

faster while being up to two orders-of-magnitude smaller. Of
course, B-Trees can be further compressed at the cost of CPU-
time for decompressing. However, most of these optimizations
are orthogonal and apply equally (if not more) to neural nets.
For example, neural nets can be compressed by using 4- or
8-bit integers instead of 32- or 64-bit floating point values
to represent the model parameters (a process referred to as
quantization). This level of compression can unlock additional
gains for learned indexes.

Unsurprisingly the second stage size has a significant im-
pact on the index size and look-up performance. Using 10,000
or more models in the second stage is particularly impressive
with respect to the analysis in §2.1, as it demonstrates that our
first-stage model can make a much larger jump in precision
than a single node in the B-Tree. Finally, we do not report on
hybrid models or other search techniques than binary search
for these datasets as they did not provide significant benefit.

Learned Index vs Alternative Baselines: In addition to
the detailed evaluation of learned indexes against our read-
optimized B-Trees, we also compared learned indexes against
other alternative baselines, including third party implementa-
tions. In the following, we discuss some alternative baselines
and compare them against learned indexes if appropriate:

Histogram: B-Trees approximate the CDF of the underlying
data distribution. An obvious question is whether histograms
can be used as a CDF model. In principle the answer is yes,
but to enable fast data access, the histogram must be a low-
error approximation of the CDF. Typically this requires a large
number of buckets, which makes it expensive to search the
histogram itself. This is especially true, if the buckets have
varying bucket boundaries to efficiently handle data skew,
so that only few buckets are empty or too full. The obvious
solutions to this issues would yield a B-Tree, and histograms
are therefore not further discussed.

Lookup-Table: A simple alternative to B-Trees are (hierar-
chical) lookup-tables. Often lookup-tables have a fixed size
and structure (e.g., 64 slots for which each slot points to an-
other 64 slots, etc.). The advantage of lookup-tables is that
because of their fixed size they can be highly optimized using
AVX instructions. We included a comparison against a 3-stage
lookup table, which is constructed by taking every 64th key
and putting it into an array including padding to make it a
multiple of 64. Then we repeat that process one more time over
the array without padding, creating two arrays in total. To
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contains very complex time patterns caused by class sched-
ules, weekends, holidays, lunch-breaks, department events,
semester breaks, etc., which are notoriously hard to learn. For
the maps dataset we indexed the longitude of ≈ 200M user-
maintained features (e.g., roads, museums, coffee shops) across
the world. Unsurprisingly, the longitude of locations is rela-
tively linear and has fewer irregularities than the Weblogs
dataset. Finally, to test how the index works on heavy-tail dis-
tributions, we generated a synthetic dataset of 190M unique
values sampled from a log-normal distribution with µ = 0
and σ = 2. The values are scaled up to be integers up to 1B.
This data is of course highly non-linear, making the CDF more
difficult to learn using neural nets. For all B-Tree experiments
we used 64-bit keys and 64-bit payload/value.

As our baseline, we used a production quality B-Tree imple-
mentation which is similar to the stx::btree but with further
cache-line optimization, dense pages (i.e., fill factor of 100%),
and very competitive performance. To tune the 2-stage learned
indexes we used simple grid-search over neural nets with zero
to two hidden layers and layer-width ranging from 4 to 32
nodes. In general we found that a simple (0 hidden layers) to
semi-complex (2 hidden layers and 8- or 16-wide) models for
the first stage work the best. For the second stage, simple, lin-
ear models, had the best performance. This is not surprising as
for the last mile it is often not worthwhile to execute complex
models, and linear models can be learned optimally.

Learned Index vs B-Tree performance: The main re-
sults are shown in Figure 4. Note, that the page size for B-Trees
indicates the number of keys per page not the size in Bytes,
which is actually larger. As the main metrics we show the size
in MB, the total look-up time in nano-seconds, and the time to
execution the model (either B-Tree traversal or ML model) also
in nano-seconds and as a percentage compared to the total
time in paranthesis. Furthermore, we show the speedup and
space savings compared to a B-Tree with page size of 128 in
parenthesis as part of the size and lookup column. We choose
a page size of 128 as the fixed reference point as it provides
the best lookup performance for B-Trees (note, that it is al-
ways easy to save space at the expense of lookup performance
by simply having no index at all). The color-encoding in the
speedup and size columns indicates howmuch faster or slower
(larger or smaller) the index is against the reference point.

As can be seen, the learned index dominates the B-Tree
index in almost all configurations by being up to 1.5 − 3×

faster while being up to two orders-of-magnitude smaller. Of
course, B-Trees can be further compressed at the cost of CPU-
time for decompressing. However, most of these optimizations
are orthogonal and apply equally (if not more) to neural nets.
For example, neural nets can be compressed by using 4- or
8-bit integers instead of 32- or 64-bit floating point values
to represent the model parameters (a process referred to as
quantization). This level of compression can unlock additional
gains for learned indexes.

Unsurprisingly the second stage size has a significant im-
pact on the index size and look-up performance. Using 10,000
or more models in the second stage is particularly impressive
with respect to the analysis in §2.1, as it demonstrates that our
first-stage model can make a much larger jump in precision
than a single node in the B-Tree. Finally, we do not report on
hybrid models or other search techniques than binary search
for these datasets as they did not provide significant benefit.

Learned Index vs Alternative Baselines: In addition to
the detailed evaluation of learned indexes against our read-
optimized B-Trees, we also compared learned indexes against
other alternative baselines, including third party implementa-
tions. In the following, we discuss some alternative baselines
and compare them against learned indexes if appropriate:

Histogram: B-Trees approximate the CDF of the underlying
data distribution. An obvious question is whether histograms
can be used as a CDF model. In principle the answer is yes,
but to enable fast data access, the histogram must be a low-
error approximation of the CDF. Typically this requires a large
number of buckets, which makes it expensive to search the
histogram itself. This is especially true, if the buckets have
varying bucket boundaries to efficiently handle data skew,
so that only few buckets are empty or too full. The obvious
solutions to this issues would yield a B-Tree, and histograms
are therefore not further discussed.

Lookup-Table: A simple alternative to B-Trees are (hierar-
chical) lookup-tables. Often lookup-tables have a fixed size
and structure (e.g., 64 slots for which each slot points to an-
other 64 slots, etc.). The advantage of lookup-tables is that
because of their fixed size they can be highly optimized using
AVX instructions. We included a comparison against a 3-stage
lookup table, which is constructed by taking every 64th key
and putting it into an array including padding to make it a
multiple of 64. Then we repeat that process one more time over
the array without padding, creating two arrays in total. To
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promising results
similar approaches can be applied to

hash-based indexes, bloom filters



Data Management

indexing structures
(B-tree, hash table)

sorting algorithms
(mergesort)

join algorithms
(sort-merge join, hash-based join)
data synopses for AQP
approximate query processing 

(samples, histograms, wavelets, sketches)

distributed & multiprocessor computation
specialized hardware (e.g., flash disks)

19

but data management
does not stop there

enable many users to ask
[what are the data?]

questions
without having to worry about how 

data are managed

users simply have to know how to ask



Database Management Systems

the system (not the user) manages:
physical organization

(in the presence of updates)
memory management

concurrency, consistency
authorization

crash recovery

perhaps a DB administrator 
makes design choices

20



Database Management Systems

Relational DBMSs
Standard Query Language (SQL)

user only expresses SQL queries
DB admin makes basic design choices

similar situation with
NoSQL DBMSs

MapReduce (Hadoop, Spark)
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Outline

• Data Management (DM)
• the standardization of Database Management Systems

• ML for DM
• the case for learned indexes (Kraska et.al., SIGMOD 2018)

• Machine Learning (ML)
• ML Systems
• ML pipeline

• DM for ML
• model reuse (Hasani et.al., VLDB 2018)

• Other work

22



Machine Learning Systems

Scikit-learn, Stan, Edward, 
Tensorflow, Apache Spark + MLlib, 

Apache SystemML, AmazonML, 
GoogleML-engine, Microsoft ML 

Studio, IBM Watson Machine 
Learning, etc

‘wild west’

23



Typical ML Pipeline

24

data
model

instance prediction decision

candidate
model 

instances

offered in some variant by
aforementioned systems

requires heavy user involvement and ML expertise
for data management and model optimization and reuse

trained models are typically discarded
compare with role of cache / memory management in DBMS



DM for ML?

can we have for ML systems what we got for DBMSs?

ML admin makes basic design choices

user asks in standard language

system takes care of details
data management +

model reuse, model optimization, model updates
taking into account computational resources

e.g., model training costs vs accuracy, possibility to use previous training

25



26

models possibly trained on 
different parts of the data



Setting

27

user submits query
q

retrieves data
D = Dq

built model
M(D)

e.g., K-Means, GMM, GLM

consider partitioning of D
D1, D2, …, Dr

M = {M(D1), M(D2), …, M(Dr)}

can we build M(D) from M?



Special case: k-means

28

M = {M(D1), M(D2), …, M(Dr)}
M: K-centroids + number of data points per cluster

approximation guarantee
O(log2K) to optimal SSE



Special case: k-means

29

M = {M(D1), M(D2), …, M(Dr)}
M: coreset



Coreset
weighted subset of data

such that an ML model built on it approximates
one built on the entire dataset

30

We assume the availability of pre-materialized exact mod-
els {M1,M2, . . . ,MR} built from previous analytic queries.
Each of these models is annotated with relevant information
(such as State = ‘Texas’). Given an arbitrary query q, let
Mq ✓ MD be the set of pre-built models that could be used
to answer it approximately where |Mq| = r.

Example. Consider a database D = {1, . . . , 1000} where
we have a set of built ML models {M1, . . . ,M10} over ranges
{P1 = [1, 100], P2 = [101, 200], . . . , P10 = [901, 1000]}. Given
a query q1 = [101, 500], then Mq1 = {M2,M3,M4,M5}.
If necessary, one can build appropriate models for tuples
from Dq for which no pre-built models exist. Given a query
q2 = [51, 550], the set of models to answer them will be
Mq2 = {M([51, 100] [ [501, 550]),M2,M3,M4,M5}

2.1 ML Primer

K-Means. K-Means is a widely used clustering algorithm
that partitions data into K clusters. Formally, given a set
of points X 2 Rd, the K-Means clustering seeks to find K

cluster centers in Rd (also called as centroids) such that the
sum of squared errors (SSE) is minimized [11]. Given a set
of data points X and centroids C, the SSE is defined as

SSE(X , C) =
X

x2X

d(x,C)2 =
X

x2X

minc2C ||x� c||22 (1)

Even though clustering with K-Means objective is known to
be a NP-Complete problem, there are a number of e�cient
heuristics and approximation algorithms. The most pop-
ular heuristic algorithm is Lloyd’s algorithm. It works by
randomly choosing K initial centroids from X . Each point
x 2 X is assigned to the nearest cluster centroid. Then,
the cluster centroid is updated as the mean of the points
assigned to the cluster. This process of cluster assignment
and centroid update is repeated till the change in cluster
centroids between iterations is below some threshold.

Gaussian Mixture Models (GMM). GMM is one of the
most popular mixture models used for unsupervised cluster-
ing. GMM models the data in terms of mixtures of mul-
tiple components where each component is a multi-variate
Gaussian distribution. A multi-variate Gaussian distribu-
tion generalizes the one-dimensional Gaussian distribution
(specified by a mean and variance) to higher dimensions
and is specified by a mean vector µ of dimension d and a
covariance matrix ⌃ of dimension d ⇥ d. GMM is a proba-
bilistic/soft version of K-Means where each data point could
be assigned to multiple clusters with di↵erent probabilities.
Suppose we are given a set of d-dimensional data points

X = {x1, x2, . . . , xn} ✓ Rd. We fit X as Gaussian mix-
ture model parameterized by ✓ = [(w1, µ1,⌃1), (w2, µ2,⌃2),
. . . , (wk, µK ,⌃K)] where the i-th mixture component is a
d-dimensional multi-variate Gaussian N (µi,⌃i) with wi be-
ing its prior probability. Note that the prior probabilities of
the components sum up to 1 - i.e.

PK
i=1 wi = 1. Given the

data X , GMM estimates the parameters ✓ that maximizes
the likelihood through the Expectation-Maximization (EM)
algorithm.

Generalized Linear Models (GLM).GLM covers a large
class of popular ML models including logistic regression (LR),
support vector machines (SVM). Due to their widespread
applicability and popularity, GLMs have been extensively
studied and shown to have a number of appealing theoretical

properties. They have natural convex optimization formu-
lations wherein every local minima is also a global minima.
While we restrict our attention to popular supervised ML
models, we would like to note that our methods described
in this section can be easily adapted for other GLMs such
as linear regression and other log-linear models.

Coresets. A coreset is a weighted subset of the data such
that an ML model built on the coreset very closely ap-
proximates one built on the entire data [2]. Specifically,
a weighted set C is said to be a ✏-coreset for dataset D

if (1 � ✏)�D(·)  �C(·)  (1 + ✏)�D(·) where �(·) corre-
sponds to the objective function of a model - such as Sum of
Squared Errors (SSE) for K-Means. The SSE for the clus-
ter centroids obtained by running K-Means algorithm on
the coreset is within a factor of (1 + ✏) of SSE obtained by
running K-Means on the entire data.

3. APPROXIMATION BY MODEL MERG-

ING

In this section, we investigate how to construct approxi-
mate ML models for a query q by merging pre-built (exact)
ML models. Specifically, we focus on scenarios where we can
construct the approximate model purely from the pre-built
models without retrieving data Dq. Our proposed approach
has a number of appealing properties such as: (a) orders of
magnitude faster than building the model from scratch; (b)
provable guarantees on approximation; (c) minimal sacrifice
of model accuracy.

Pre-built ML Models. Let Mq = {M1,M2, . . . ,Mr} be
the set of pre-built ML models that must be merged to ob-
tain the approximate ML model fM(Dq). Let ✓(Mi) be the
relevant parameters of model Mi that must be materialized.
This information is dependent on the ML algorithm. For
K-Means, ✓(Mi) is the set of K centroids and the number
of data points assigned to each of the clusters. For GMM,
✓(Mi) = [(w1, µ1,⌃1), (w2, µ2,⌃2), . . . , (wK , µK ,⌃K)] where
the i-th mixture component is a d-dimensional multi-variate
Gaussian N (µi,⌃i) with wi being its prior probability. For
GLM such as Logistic Regression, ✓(Mi) corresponds to the
regression coe�cients while for SVM, it corresponds to the
coe�cients of the separating hyperplane.

3.1 Model Merging for K-Means

Given an arbitrary query q, our objective is to e�ciently
output K centroids eCq such that SSE for eCq is close to SSE
of Cq where Cq is the set of centroids obtained by running
K-Means algorithm from scratch on the entire Dq. We seek
to do this by only using the information ✓(Mi) - the cluster
centroids and the number of data points assigned to it.
K-Means++ [6] is one of the most popular algorithms

for solving K-Means clustering. It augments the classical
Lloyd’s algorithm with a careful randomized seeding pro-
cedure and results in a O(logK) approximation guaran-
tee. Due to its simplicity and speed, K-Means++ has be-
come the default algorithm of choice for K-Means cluster-
ing. Hence, we assume that all the cluster centroids were
obtained through the K-Means++ algorithm.
Let Cw represent the union of all cluster centroids from

all the models Mi 2 Mq. As before, if there were some
tuples in Dq that were not covered by models Mq, one can

1470

φ: objective function
how to create them:

try to sample m data points proportional to their contribution to φ
in practice, use surrogate function p
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Figure 4: Two Phase Approach

sized coreset. Coresets can be stored as a pair (wi, ti) where
wi is the weight of tuple ti 2 C.

Two Phase Approach. Our proposed approach consists
of two phases. In the pre-processing phase, we compute an
✏-coreset Ci for the selected by each of the pre-built models.
In the runtime phase, we identify the set of partitions Pq

that could be used to answer q. We construct a coreset for all
the tuples that were not covered by pre-existing partitions.
Finally, we do a union of all the relevant coresets and run
an appropriate ML model on it and provide the resulting
model as an approximation.

4.1 Coreset Construction

We now provide a brief description of how to construct
coresets for each partition for various ML models. Note that
the definition of coreset is intrinsically tied to the objective
function of the ML model. For example, coresets are defined
based on SSE for K-Means, log likelihood for GMM and so
on. Hence, one cannot reuse the coreset constructed for one
ML model (such as K-Means) for the other (such as GMM).

A common strategy for computing coreset is to sample the
data points proportional to their contribution for �. Con-
sider the K-Means clustering problem that seeks to minimize
the SSE. Suppose we are given a set of optimal cluster cen-
troids and an arbitrary data point x. If x is close to its
nearest cluster centroid, then one need not include x in the
coreset with high probability. Instead, one can “approxi-
mate” x’s contribution to SSE through its cluster centroid
(by increasing its weight by 1). If a point is distant from its
nearest centroid, then it has a large contribution to SSE and
hence must be included in the coreset with high probability.
Intuitively, coreset construction can be considered as an im-
portance sampling problem where data points are sampled
based on their contribution to � (such as SSE for K-Means).
In practice, one does not have the optimal cluster centroids.
The key research problem in coreset construction is to ap-
proximate the importance of a data point to SSE (� in gen-
eral), without knowing the optimal cluster centroids. This
is often achieved by choosing a careful surrogate function
�
0 that is a good approximation of � and can be computed

e�ciently.

Surrogate Functions for Coresets. A surrogate func-
tion for a coreset must satisfy two desirable properties: (a) it
must provide an ✏-coreset with small number of data points
and (b) it must be lightweight so as to compute the impor-

tance of a data point in one or two passes over the entire
data. Consider the surrogate function for K-Means defined
in [8].

p(x) =
1
2

1
|Di|

+
1
2

d(x, µ(Di))
2

P
x02Di

d(x0, µ(Di))2
(4)

Given a set of points Di and x 2 Di, it computes the
importance of x by measuring the distance of x to the mean
vector µ(Di). Data points that are far away from the mean
vector are provided with higher importance. The first term
of the equation ensures that every data point has a non-
zero probability of being picked. Note that this function
is lightweight, e�cient, computable in just two passes over
the data and embarrassingly parallel to implement. It also
provides an ✏-coreset as proved in [8]. Coreset algorithms
exist for ML models such as GMM [17], SVM [10], Logistic
Regression [28], etc. Each of these algorithms vary in how
the importance of the data point is computed.
Algorithm 4 provides the pseudocode for coreset construc-

tion.

Algorithm 4 Coreset Construction

1: Input: Set of data points Dq, Coreset size m

2: for each x 2 Dq do
3: Compute contribution of x based on a surrogate of �
4: 8x 2 Dq, Compute sampling probability p(x)
5: Ci = m points from Dq chosen through importance sam-

pling
6: 8x 2 Ci, compute the weight w(x)
7: return coreset Ci

Complexity Analysis. For most of the popular ML mod-
els, there exist e�cient coreset construction algorithms that
run in time linear on the size of the dataset. For example,
the algorithm proposed in [8] requires two passes - one to
compute the mean of all data points and one to perform
importance sampling.

4.2 Coreset Compression

The size of the coreset depends on the value of ✏ which
is often end-user defined. A smaller value of ✏ requires bet-
ter approximation and thereby larger coresets. Most of the
state-of-the-art coreset algorithms often have the intriguing
property that the coreset size depends primarily on ✏ and
is independent of the size of the dataset. For example, one

needs a K-Means coreset of size ⌦(
dk+log 1

�
✏2

) [8] to ensure
that with probability of at least 1 � �, coreset Ci is an ✏-
lightweight coreset. Given K = 10 and d = 5, one can
obtain an ✏ = 0.1-coreset with probability 0.95 by getting
a sample of at least 5000 regardless of the size of dataset.
✏ = 0.2-coreset requires approximately 1250 samples.
Consider a scenario where one needs to build a ML model

for the entire USA where pre-built coresets exist for each
state. Based on the observation above, we store approxi-
mately 5000 tuples as coreset for each state. When we pool
them together, there are 250K tuples for the entire USA.
Since coresets have the compositional property where if C1

is an ✏-coreset for D1 and C2 is an ✏-coreset for D2, then
C1 [C2 is an ✏-coreset for D1 [D2. Hence, the set of 250K
tuples is an 0.1-coreset for entire USA. However, if we had
constructed coreset directly over the entire data from USA,
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w(x) =
1

m · p(x)



Special case: k-means
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M = {M(D1), M(D2), …, M(Dr)}
M: coreset

run k-means++ on union of coresets

error-guarantee is preserved



Choosing models to re-use

assumption, so far:
model/coreset of each partition already exists

what if it does not?

should we build a model from scratch?
or re-use existing ones?

which ones exactly?
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ABSTRACT

Machine learning has become an essential toolkit for com-
plex analytic processing. Data is typically stored in large
data warehouses with multiple dimension hierarchies. Of-
ten, data used for building an ML model are aligned on
OLAP hierarchies such as location or time. In this paper,
we investigate the feasibility of e�ciently constructing ap-
proximate ML models for new queries from previously con-
structed ML models by leveraging the concepts of model
materialization and reuse. For example, is it possible to
construct an approximate ML model for data from the year
2017 if one already has ML models for each of its quarters?
We propose algorithms that can support a wide variety of
ML models such as generalized linear models for classifica-
tion along with K-Means and Gaussian Mixture models for
clustering. We propose a cost based optimization framework
that identifies appropriate ML models to combine at query
time and conduct extensive experiments on real-world and
synthetic datasets. Our results indicate that our framework
can support analytic queries on ML models, with superior
performance, achieving dramatic speedups of several orders
in magnitude on very large datasets.
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1. INTRODUCTION

Machine Learning (ML) has become an invaluable tool
that is used by organizations to glean insight from their
data. Almost all the major database vendors have added an-
alytical capabilities on top of their database engines. Even
though there has been extensive work from the ML commu-
nity on developing faster algorithms, building a ML model
is often a major bottleneck and consumes a lot of time due
to the sheer size of the datasets involved. In this paper, we
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investigate the feasibility of building faster ML models for
a popular class of analytic queries by leveraging two funda-
mental concepts from database optimization - materializa-
tion and reuse.

1.1 Analytic Queries on ML Models

Recently, there has been extensive interest in the database
community for enabling interactive ad-hoc analytics on ML
models. Consider a typical workflow of a data scientist. She
issues a query (SQL or otherwise) to retrieve relevant data
that is stored in a data warehouse. This data is used to build
an ML model for classification, clustering, etc. The model is
then used for performing complex analytic processing such
as predicting customer churn in a geographic region. This
process of retrieving data, building a ML model and using
the model for analytic processing subsumes a large class of
analytic workflows. We argue that these ad-hoc analytic
queries on ML models often exhibit a number of appealing
properties that enables a better and faster approach than
building models from scratch every time. Some of these
properties include:

• Meaningful SQL Predicates. The queries that are used
to retrieve relevant data are not chosen at random
and often have a specific business interpretation. Data
warehouses often impose OLAP hierarchies and most
of the analytic queries are aligned along the hierar-
chy. The data chosen for analysis often belongs to
explicit domain hierarchies over country, year, depart-
ment, vendor, product category, etc. For example,
the domain scientist might want to retrieve data for
years 2018/2017 or for continents Asia/Europe/North
America, etc. Building models on an arbitrary subset
of the data is typically rare.

• Tolerance for Approximate ML Models. Building a ML
model takes a lot of time for large datasets which is
inconvenient when it is primarily used for exploratory
analysis. Data scientists are often willing to sacrifice
some accuracy of exploratory analysis if they can ob-
tain “close enough” estimates from approximate ML
models quickly.

• Opportunities for ML Model Reuse. In a typical enter-
prise, data scientists and engineers often create hun-
dreds to thousands of ML models for exploratory pur-
poses that are then discarded after one-time use. If
a data scientist needs to build an ML model for all
the data from year 2017, it is likely that some other
data scientist(s) has created ML models for the various
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models are not trained 
on all data at once for ad-hoc queries
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special case: 1-dimensional data

q = [250k, 1M]

M1 = [1, 500k], M2 = [500k, 1M], 
M3 = [300k, 900k], M4 = [900k, 1M]
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special case: 1-dimensional data

1 500k300k 900k 1M250k

possible strategies
#1: build model from scratch
#2: build model [250k, 300k]; re-use models [300k, 900k], [900k, 1M]; merge models
#3: build model [250k, 500k]; re-use model [500k, 1M]; merge models

similarly… build coreset / re-use coreset / build model on union of coresets

most efficient strategy?
take cost of operations into account



special case: 1-dimensional data
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idea: build a cost graph at query time
place a directed edge between bounds u < v

bounds: for existing models or query
edge weight: optimal cost to create model on [u, v]

similarly for coresets

findings
benefits vary by coverage

very large benefits for model merging
moderate-large for coresets

250k

500k

1M

300k
re-use / build

re-use / build / mergeoptimal cost



Outline

• Data Management (DM)
• the standardization of Database Management Systems

• ML for DM
• the case for learned indexes (Kraska et.al., SIGMOD 2018)

• Machine Learning (ML)
• ML Systems
• ML pipeline

• DM for ML
• model reuse (Hasani et.al., VLDB 2018)

• Other work
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ML for DM

• Indexing
• The case for learned indexed structures, Kraska et.al., SIGMOD 2018

• Aproximate Query Processing
• Database Learning: Towards a database system that becomes smarter every 

time, Park et.al., SIGMOD 2017
• Join-query optimization
• Two-Level Sampling for Join Size Estimation, Chen & Yi, SIGMOD 2017
• Estimating Join Selectivities using Bandwidth-Optimized Kernel Density 

Models, Kiefer et.al., VLDB2017
• Selectivity estimation using probabilistic models, Getoor et.al., SIGMOD 2001
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DM for ML

• Efficient construction of approximate ad-hoc ML models through materialization
and reuse, Hasani et.al., VLDB 2018
• BlinkML: Approximate Machine Learning with Probabilistic Guarantees, Park Y 

et.al., Technical report, 2018
• On optimizing operator fusion plans for large-scale machine learning in 

systemML, Boehm, et al., VLDB2018
• Data management in machine learning: Challenges, techniques, and systems, 

Kumar et.al., SIGMOD 2018, tutorial
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